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Abstract: - Ridge regression, or Tikhonov regularization 

(shrinkage) is a useful method for achieving both shrinkage and 

variable choice simultaneously. The main idea of Ridge 

regression is to use the L2 constraint in the regularization step. It 

has been used to several models in regression analysis such as 

kernel machines, smoothing sp lines, copula theory and 

multiclass logistic models. In this study, we discussed simple 

linear regression and ridge regression parameter estimations via 

the Gradient-Based Optimization Algorithm for Ridge 

Regression by Using R and we validate our result by using an 

example, a gradient-based optimization algorithm for Ridge 

Regression is the best method for data analysis. 
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I. INTRODUCTION 

idge regression is forms of regularized regression. These 

methods are seeking to alleviate the consequences of 

multicollinearity. In regression analysis, suppose variables are 

highly correlated, a larger coefficient value in one of the 

variable may be alleviated by a large coefficient value in 

another variable. Regularization imposes an upper threshold 

on the values taken by the coefficients, thereby producing a 

more parsimonious solution, and a set of coefficients with 

smaller variance. Many of the authors studied related to the 

L1 regularization have focused exclusively on publicly 

available benchmark datasets. Among the more ambitious and 

diverse applications, Sardy and Bruce studied the method to 

detection of incoming radar signatures, Hao Zhang and Grace 

Wahba et al works Basis Pursuit to epidemiological studies, 

and Zheng and Michael et al applied Logistic Regression with 

an L1 penalty for identifying features associated with program 

crashes. More recently, Yongdai Kim and Jinseog Kim 

presented a highly efficient but suboptimal approach for the 

L1 regularization problem and their used a gradient descent-

based approach related to L1 regularized regression boosting. 

1.1 Linear Regression 

In the typical univariate linear regression scenario, the input is 

𝑛 instances of a process described by 𝑝 +  1 variables, and 

we seek to find a linear combination of a selected 𝑝 variables 

(the features) that best predicts the remaining variable (the 

target). We typically define the design matrix X as a matrix 

having n rows and p columns, representing the 𝑝 variables for 

𝑛 instances. Similarly, we define the target vector 𝑦 as a 

column vector of length 𝑛 containing the corresponding 

values of the target variable. The problem can then be 

formulated as finding a ‘good’ value for the length 𝑝 

coefficient vector 𝛽: 

In general, the response 𝑦 may be related to 𝑘 regressor or 

predictor variables.The model is given by, 

𝑦 = 𝛽0 + 𝛽1𝑥1 + 𝛽2𝑥2 + ⋯………… .𝛽𝑘𝑥𝑘 +  𝜀            (1)                                  

is called a multiple linear regression model with 𝑘 regressors. 

The parameters 𝛽𝑗    ;   𝑗 =  0, 1, . . . , 𝑘 , are called the 

regression coefficients. This model describes a hyperplanein 

the 𝑘 - dimensional space of the regressor variables 𝑥𝑗 . The 

parameter 𝛽𝑗 represents the expected change in the response 𝑦 

per unit change in  𝑥𝑗  when allthe remaining regressor 

variables  𝑥𝑖( 𝑖 ≠  𝑗 ) are held constant. For this reason, the 

parameters 𝛽𝑗    ;   𝑗 =  0, 1, . . . , 𝑘, are often called partial 

regression coefficients. Multiple linear regression models are 

often used as empirical models or approximating functions. 

That is, the real functional relationship between response 

variable and regressors such as 𝑥 1 , 𝑥 2 , . . . , 𝑥 𝑘 is unknown, 

but length of the regressor variables the linear regression 

model is an adequate approximation to the true unknown 

function. We can use ordinary least square method for this 

parameter estimation which is usual way so in this section we 

are going to discus that result in matrix format equation. It is 

more convenient to deal with multiple regression models if 

they are expressed in matrix notation. This allows a very 

compact display of the model, data, and results. In matrix 

notation, the model given by is 

                                           𝑌 = 𝑋𝛽 + 𝜖                               (2) 

By the least square method, we can get that solutions 

                                      𝛽 =   𝑋𝑇𝑋 −1𝑋𝑇𝑌                              (3) 

In this paper, we used R programming codes for estimated 

these parameters. 

1.2 Ridge regression 

In regularized regression, Ridge Regression is a most popular 

method, which places a constraint on the residual sum of 

squares of the coefficient’s squares. Formally, Ridge perfects 

the Residual (Error) Sum of Squares (RSS) subject to a 

constraint on 𝑃.  Ridge regression is motivated by a limited 

problem of minimization (constrained), which can be 

formulated as follows, 

R 

………………………...  (4) 



International Journal of Research and Scientific Innovation (IJRSI) | Volume V, Issue IV, April 2018 | ISSN 2321–2705 

www.rsisinternational.org Page 39 
 

𝛽 ridge = argmin
𝛽∈ ℝ𝑝

  𝑌𝑖 − 𝑋𝑖
𝑇𝛽 2

𝑛

𝑖=1

 

(4) 

Subject to  

 𝛽𝑗
2 ≤ 𝑡

𝑝

𝑗=1

 

for 𝑡 ≥ 0. The feasible set for this minimization problem is 

therefore constrained to be 

𝑆 𝑡 =   𝛽 ∈ ℝ𝑝 ∶  𝛽 2
2 ≤ 𝑡  

where 𝛽 does not include the intercept 𝛽0. The ridge estimator 

are not equivariant under a re-scaling of the 𝑥𝑗 's, because of 

the L2-penalty. This difficulty is circumvented by centering 

the predictors.  The use of an L2-penalty in least-squares 

problem is sometimes referred to as Tikhonov regularization. 

Using a Lagrange multiplier, this can be alternatively 

formulated as 

𝛽 ridge = argmin
𝛽∈ ℝ𝑝

   𝑌𝑖 − 𝑋𝑖
𝑇𝛽 2  + 𝜆 𝛽𝑗

2

𝑝

𝑗=1

𝑛

𝑖=1

  

(4) 

In optimization theory, a constrained optimization problem we 

said to be a convex optimization, if both the objective function 

and constraints functions are convex. In our case, this 

particular constrained optimization problem can be seen to be 

a convex minimization in 𝛽. Indeed, we have already verified 

that 𝑅𝑆𝑆(𝛽) is convex in 𝛽 , provided that 𝑋𝑇𝑋 is positive 

definite, which follows from the fact that X is assumed to be 

full-rank. Moreover, one can also show that the sum of 

squared 𝛽𝑗 's is also convex. Using matrix notation, the 

constraint on 𝛽 may be expressed as the function, 

𝑔 𝛽 = 𝛽𝑇𝛽 

Differentiation of a quadratic form states that 

𝜕𝑔 𝛽 

𝜕𝑥
=  

𝜕𝛽𝑇𝐼𝛽

𝜕𝑥
=  𝐼 + 𝐼 𝛽 = 2𝛽 

Next, taking the second derivative, we obtain
𝜕2

𝜕𝛽 2
 𝛽𝑇𝐼𝛽 =

2 > 0, which proves that 𝑔 𝛽 is strictly convex in 𝛽.The 

criterion to be minimized the error sum of square in equation 

(2) can be rewrite by using matrix notations to obtain a 

coefficients solution. The RSS for ridge regression is 

expressed as 

𝑅𝑆𝑆 𝛽; 𝜆 =  𝑦 − 𝑋𝛽 𝑇 𝑦 − 𝑋𝛽 +  𝜆𝛽𝑇𝛽 

One can minimize this criterion using straightforward 

applications of matrix calculus, as was conducted for the 

classical OLS criterion for multiple regression and described 

in lecture 4.2. That is, setting to zero and taking the first 

derivative, we obtain 

𝜕

𝜕𝛽
𝑅𝑆𝑆 𝛽; 𝜆 = 2 𝑋𝑇𝑋 𝛽 − 2𝑋𝑇𝑦 + 2𝜆𝛽 = 0 

(5) 

This expression can be further simplified as follows, 

 𝑋𝑇𝑋 + 𝜆𝐼 𝛽 = 𝑋𝑇𝑦 

and therefore, the ridge estimators are 

𝛽 ridge =  𝑋𝑇𝑋 + 𝜆𝐼 −1𝑋𝑇𝑦 

(6) 

Since we are adding a positive constant to the diagonal of 

𝑋𝑇𝑋, we are, in general, producing an invertible matrix, 

𝑋𝑇𝑋 + 𝜆𝐼, even if 𝑋𝑇𝑋 is singular. Historically, this particular 

aspect of ridge regression was the main motivation behind the 

adoption of this particular extension of OLS theory. In 

addition, this also shows that bridge is still a linear function of 

the observed values, y. The ridge regression estimator is 

related to the classical OLS estimator, 𝛽 𝑂𝐿𝑆OLS, in the 

following manner, 

𝛽 ridge =  𝐼 + 𝜆 𝑋𝑇𝑋 −1 −1 𝑋𝑇𝑋 −1𝑋𝑇𝑦

=  𝐼 + 𝜆 𝑋𝑇𝑋 −1 −1𝛽 OLS  

(7) 

Assuming that 𝑋𝑇𝑋 is non-singular. This relationship can be 

verified by simply applying the definition of 𝛽 𝑂𝐿𝑆 , 

𝛽 ridge =  𝐼 + 𝜆 𝑋𝑇𝑋 −1 −1 𝑋𝑇𝑋 −1𝑋𝑇𝑦

=  𝑋𝑇𝑋 + 𝜆𝐼 −1𝑋𝑇𝑦 

(8) 

Moreover, when X is composed of orthonormal variables, 

such that 𝑋𝑇𝑋 = 𝐼𝑝  = Ip, it then follows that 

𝛽 ridge =  𝐼 + 𝜆𝐼 −1𝑋𝑇𝑦 =  (1 + 𝜆)𝐼 −1𝑋𝑇𝑦 =
1

1 + 𝜆
𝛽  

(9) 

This is instructive, as it shows that, in this simple case, the 

ridge estimator is simply a down-weighted version of the OLS 

estimator. 

III. GRADIENT DESCENT ALGORITHM 

Gradient descent methods have been found to be very 

effective in many types of problems and have been used 

extensively in the past. We consider minimizing this problem 

using gradient descent with the following algorithm: The idea, 

just like in regression is to minimize the sum of squared 

errors, represented as a ‘cost function’ in the machine learning 

context: 

 

…………….....  (9) 

….……...  (7) 
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Gradient Descent Algorithm 

Step 1 

Input 𝑋1 and initialize the tolerance 𝜀 

Set k = 0. 

Step 2 

while  𝑋𝑘 −  𝑋𝑘+1 >  𝑣 

Step 3 

𝑋𝑘+1  ⟵  𝑋𝑘 −  𝛾∇𝑓(𝑋𝑘) 

Step 4 

𝑘 ⟵ 𝑘 + 1 

Step 5 

end while 

Step 6 

return 𝑋𝑘  and 𝑘 

where ∇𝑓(𝑋𝑘) is the gradient of the cost function, 𝛾 is the 

learning-rate parameter of the algorithm, and 𝓋 is the 

precision parameter. Let’s begin with our simple problem of 

estimating the parameters for a linear regression model with 

gradient descent and later ridge regression problem estimating 

parameters with gradient descent. 

Where the gradient ∇𝑓(𝛽𝑘)is in general defined as: 

           ∇𝑓 𝛽𝑘 =   
𝜕𝑓

𝜕𝛽1
,
𝜕𝑓

𝜕𝛽2
, .   . . . . .  . . .

𝜕𝑓

𝜕𝛽𝑘
                          (10) 

And in the case of linear regression is: 

∇𝑓 𝛽𝑘 =  
1

𝑁
 𝑌𝑇 − 𝛽𝑋𝑇 𝑋 

(11) 

The gradient decent algorithm finds parameters in the 

following approach: 

repeat while( 𝓋∇𝑓 𝛽𝑘  > 𝜀 

){ 

𝛽 =  𝛽 −
1

𝑁
 𝑌𝑇 − 𝛽𝑋𝑇 𝑋 

} 

In the case of ridge regression is: 

∇𝑓 𝛽𝑘 =  
1

𝑁
  𝑌𝑇 − 𝛽𝑋𝑇 𝑋 +  𝜆𝛽𝐼  

(12) 

The gradient decent algorithm finds parameters in the 

following approach: 

repeat while( 𝓋∇𝑓 𝛽𝑘  > 𝜀 

){ 

𝛽 =  𝛽 −
1

𝑁
( 𝑌𝑇 − 𝛽𝑋𝑇 𝑋 +  𝜆𝛽𝐼) 

} 

The evaluation of estimated coefficients can be performed by 

using R functions 

gradient.algorithm.olsandgradient.algorith

m.ridge in results and discussion section. The R -Code 

implements this algorithm and achieves the same results we 

got from the matrix programming or the canned R routines 

before. The approach of ‘feature scaling’ is explained, which 

is a method of standardizing the regressors (explanatory 

variables). We need to minimize the convergence speed of the 

algorithms. Additional code intuitively investigates the 

concept of convergence. Ideally, the algorithm should stop 

once changes in the cost function become small as we update 

the values in theta. 

III. RESULTS AND DISCUSSION 

We need to apply the linear hypothesis to a real dataset with 

the end goal of modelling under different investigation, there 

needs to be a linear relationship between the several other 

variables in regression analysis. A simple scatterplot is an 

excellent visual tool to assess linearity between two variables 

and more than two variable case we can use matrix plot as 

graphical identification for assess linearity. In this research 

study, we consider generate random numbers as response (𝑦) 

and regressors (𝑥1 , 𝑥2 , 𝑥3, 𝑥4 , 𝑥5) which contains 10000 

observations and generated that sample from standard normal 

distribution. If we validate our result via this simulated 

example, then we can apply our result in real world data set. 

***************************************** 

y = rnorm(n = 10000, mean = 0, sd = 1) 

x1 = rnorm(n = 10000, mean = 0, sd = 1) 

x2 = rnorm(n = 10000, mean = 0, sd = 1) 

x3 = rnorm(n = 10000, mean = 0, sd = 1) 

x4 = rnorm(n = 10000, mean = 0, sd = 1) 

x5 = rnorm(n = 10000, mean = 0, sd = 1) 

***************************************** 

First, we estimate the coefficients by using usual ordinary 

least square method (equation 3), here we must use the 

function usual_lestsqure.ols as that estimations. 

***************************************** 

usual_lestsqure.ols <- function(y, X){ 

    X = data.frame(rep(1,length(y)),X) 

    X = as.matrix(X) 

    theta = solve(t(X)%*%X)%*%t(X)%*%y 
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    return(theta) 

} 

***************************************** 

The evaluation of estimated coefficients can be performed by 

using R function usual_lestsqure.ols. 

***************************************** 

ptm<- proc.time() 

usual_lestsqure.ols(y=y, X = 

data.frame(x1,x2,x3,x4,x5)) 

proc.time() –ptm 

***************************************** 

Then we can get that estimated coefficients and execute this 

programming time, 

                           [,1] 

rep.1..length.y.. -0.0034645978 

x1                -0.0155901645 

x2                -0.0091309418 

x3                -0.0039947116 

x4                -0.0006603146 

x5                 0.0108137276   

user  system elapsed  

0.01    0.00    0.01  

Now we want to introduce the Gradient Descent Algorithm 

which can be used to find the optimal intercept and gradient 

for any set of data in which a linear relationship exists. There 

are various ways of calculating the intercept and gradient 

values, but in this study, we consider usual ordinary least 

square and gradient decent algorithm method with playing 

with R programming. The aim of the algorithm is to estimate 

the coefficients and gradient values which correspond to the 

lowest possible MSE. It achieves this through iteration over 

each set of (𝑥, 𝑦) data pairs whereby new coefficients and 

gradient values are calculated as well as a new MSE. Then, 

the new MSE is subtracted from the old MSE and, if the 

difference is negligible, the optimal values are found. But in 

this study only we estimated that coefficient, later we will 

study that comparison based on MSE. The function we 

created below is how we implemented the gradient descent 

algorithm and applied it to the data we are looking at here. We 

pass the function our 𝑥 and 𝑦 variables. We also pass it the eta 

which is the magnitude of the steps the algorithm takes along 

the slope of the MSE function. The convergence threshold 

epsilon is set to 0.0001. This is the difference between the old 

MSE and new MSE on each iteration. Finally, we assigned the 

value for 𝑛 and set the maximum number of iterations we 

wish to carry out before the loop terminates. 

*********Simple linear Regression ******* 

gradientOLS<-function(y, X, epsilon,eta, 

iters){ 

    epsilon = 0.0001 

      X = 

as.matrix(data.frame(rep(1,length(y)),X)) 

      N= dim(X)[1] 

print("Initialize parameters...") 

theta.init = as.matrix(rnorm(n=dim(X)[2], 

mean=0,sd = 1)) # Initialize theta 

theta.init = t(theta.init) 

       e = t(y) - theta.init%*%t(X) 

gradient.init = -(2/N)%*%(e)%*%X 

       theta = theta.init - 

eta*(1/N)*gradient.init 

olsloss = c() 

for(i in 1:iters){ 

olsloss = c(olsloss,sqrt(sum((t(y) - 

theta%*%t(X))^2))) 

          e = t(y) - theta%*%t(X) 

          gradient = -(2/N)%*%e%*%X 

          theta = theta - 

eta*(2/N)*gradient 

            if(sqrt(sum(gradient^2)) <= 

epsilon){ 

              break 

            } 

        } 

print("Algorithm converged") 

print(paste("Final gradient norm 

is",sqrt(sum(gradient^2)))) 

  values<-list("coef" = t(theta), 

"olsloss" = olsloss) 

  return(values) 

} 

***************************************** 

The evaluation of estimated coefficients based on Gradient 

Descent Algorithmcan be performed by using R function 

gradient.algorithm.ols. 

***************************************** 

ptm<- proc.time() 
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gradient.algorithm.ols = gradientOLS(y = 

y, , eta = 100, iters = 1000) 

gradient.algorithm.ols = gradientOLS(y = 

y, X = data.frame(x1,x2,x3, x4,x5), eta = 

100, iters = 1000) 

proc.time() - ptm 

gradient.algorithm.ols$coef #Coefficients 

from gradient descent 

***************************************** 

 

>gradient.algorithm.ols = gradientOLS(y = 

y, X = data.frame(x1, x2, x3, x4,x5), eta 

= 100, iters = 1000) 

[1] "Initialize parameters..." 

[1] "Algorithm converged" 

[1] "Final gradient norm is 

9.89077014284843e-05" 

>proc.time()- ptm 

user  system elapsed  

   0.40    0.04    0.44  

>gradient.algorithm.ols$coef 

#Coefficients from gradient descent 

                           [,1] 

rep.1..length.y.. -0.0034968467 

x1                -0.0156066160 

x2                -0.0091104851 

x3                -0.0039749064 

x4                -0.0006711375 

x5                 0.0108085380 

***************************************** 

normalest.ridge<- function(y, X){ 

    X = data.frame(rep(1,length(y)),X) 

    X = as.matrix(X) 

    theta = 

solve(t(X)%*%X+0.001*diag(nrow(t(X)%*%X))

)%*%t(X)%*%y 

    return(theta)} 

***************************************** 

The evaluation of estimated ridge regression coefficients can 

be performed by using R function normalest.ridge. 

***************************************** 

ptm<- proc.time() 

normalest.ridge(y=y, X = 

data.frame(x1,x2,x3,x4,x5)) 

proc.time() - ptm 

***************************************** 

 

>normalest.ridge(y=y, X = 

data.frame(x1,x2,x3,x4,x5),lamda=0.001) 

                           [,1] 

rep.1..length.y.. -0.0034645974 

x1                -0.0155901629 

x2                -0.0091309409 

x3                -0.0039947113 

x4                -0.0006603146 

x5                 0.0108137265 

>proc.time() - ptm 

user  system elapsed  

   0.02    0.02    0.03 

 

***********Ridge Regression************* 

gradientRidge<-function(y, X, 

epsilon,eta, iters,lamda){ 

      epsilon = 0.0001 

      X = 

as.matrix(data.frame(rep(1,length(y)),X)) 

      N= dim(X)[1] 

print("Initialize parameters...") 

theta.init = as.matrix(rnorm(n=dim(X)[2], 

mean=0,sd = 1)) # Initialize theta 

theta.init = t(theta.init) 

       e = t(y) - theta.init%*%t(X) 

gradient.init = -

(2/N)%*%(e)%*%X+lamda%*%theta.init 

       theta = theta.init - 

eta*(1/N)*gradient.init 

ridgeloss = c() 

for(i in 1:iters){ 

ridgeloss = c(ridgeloss,sqrt(sum((t(y) - 

theta%*%t(X))^2))) 

          e = t(y) - theta%*%t(X) 

          gradient = -

(2/N)%*%e%*%X+lamda%*%theta 
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          theta = theta - 

eta*(2/N)*gradient 

            if(sqrt(sum(gradient^2)) <= 

epsilon){ 

              break 

            }} 

print("Algorithm converged") 

print(paste("Final gradient norm 

is",sqrt(sum(gradient^2)))) 

  values<-list("coef" = t(theta), 

"ridgeloss" = ridgeloss) 

  return(values)} 

*****************************************

*********************** 

The evaluation of estimated ridge regression coefficients 

based on Gradient Descent Algorithmcan be performed by 

using R function gradient.algorithm.ridge. 

***************************************** 

gradient.algorithm.ridge = 

gradientRidge(y = y, X = 

data.frame(x1,x2,x3, x4,x5), eta = 100, 

iters = 1000,lamda=0.0001) 

ptm<- proc.time() 

gradient.algorithm.ridge$coef 

#Coefficients from gradient descent 

***************************************** 

 

>gradient.algorithm.ridge = 

gradientRidge(y = y, X = 

data.frame(x1,x2,x3, x4,x5), eta = 100, 

iters = 1000,lamda=0.0001) 

[1] "Initialize parameters..." 

[1] "Algorithm converged" 

[1] "Final gradient norm is 

9.67877406899437e-05" 

>proc.time() - ptm 

user  system elapsed  

   0.41    0.02    0.42  

>gradient.algorithm.ridge$coef 

#Coefficients from gradient descent 

                           [,1] 

rep.1..length.y.. -0.0034404401 

x1                -0.0156117714 

x2                -0.0091372782 

x3                -0.0039981428 

x4                -0.0006928716 

x5                 0.0108245443 

VI. CONCLUSION AND FUTURE WORK 

According to our analyzed result from our own R 

programming language, Table 1 illustrates linear regression 

model parameter estimations based on usual ordinary least 

square method and gradient based Algorithm method. Both 

situations we receive that estimated values Pretty close. 

Table 1: Linear regression Parameter Estimation 

Coefficient By OLS method By gradient based Algorithm 

𝛽0 -0.0034645978 -0.0034968467 

𝛽1 -0.0155901645 -0.0156066160 

𝛽2 -0.0091309418 -0.0091104851 

𝛽3 -0.0039947116 -0.0039749064 

𝛽4 -0.0006603146 -0.0006711375 

𝛽5 0.0108137276 0.0108085380 

Table 2 illustrates ridge regression model parameter 

estimations based on usual ordinary least square method and 

gradient based Algorithm method. Both situations we receive 

that estimated values Pretty close. 

Table 2: Ridge regression Parameter Estimation 

Coefficient By OLS method By gradient based Algorithm 

𝛽0 -0.0034645974 -0.0034404401 

𝛽1 -0.0155901629 -0.0156117714 

𝛽2 -0.0091309409 -0.0091372782 

𝛽3 -0.0039947113 -0.0039981428 

𝛽4 -0.0006603146 -0.0006928716 

𝛽5 0.0108137265 0.0108245443 

 

Table 3 and Table 4 illustrates, programming executing times 

for each situation (linear and ridge). In this study we used 

proc.time command which essentially works as a stop-

watch. The output time values presented(user system and 

elapsed) will be defined by the system.  

Table 3: Linear regression Parameter Estimation time (in seconds) 

Description By OLS method By gradient based Algorithm 

user 0.01 0.40 

system 0.00 0.04 

elapsed 0.01 0.44 

The user time relates to the execution of the code, the system 

time relates to system processes such as opening and closing 

files and the elapsed time is the difference time. 
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Table 4: Ridge regression Parameter Estimation time (in seconds) 

Description By OLS method By gradient based Algorithm 

user 0.02 0.41 

system 0.02 0.02 

elapsed 0.03 0.42 

Mathematically Gradient Descent probably isn't the best 

solution based on executing time. Gradient descent is too 

slow: we shouldn't be surprised that it's taking a long time to 

converge, that’s why gradient descent usually does. It gets the 

job done, but it's generally a slow option in optimization. 

However statistically we have find the best fitting model 

based on minimized error components. So, in statistical 

purpose, it is best approach. In future work, we can play with 

other optimization algorithms and see what happens. For 

example, using newton-raphson, for instance. We hope sure if 

we poke around the literature we will be able to determine the 

"state-of-the-art" algorithm choice for optimizing the ridge 

regression loss function. 
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